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Against Alien Structure
Robert Trueman

University of York

Abstract. Is the metaphysical structure of the world familiar or alien? That is, can the

structure of the world be presented using familiar linguistic resources, or would that require

radically new, alien resources? Eklund (2024) has recently argued for the epistemic possibility

of alien structure. My aim in this paper is to argue against that possibility.

Keywords: alien structure; alien language; perspicuity; higher-order metaphysics.

Is the structure of the world familiar or alien? That is, can the structure of the world

be presented using familiar linguistic resources, or would that require radically new,

alien resources?

Take the sentence ‘Socrates is wise’. This sentence presents a certain kind of meta-

physical structure:¹ there is an object (i.e. Socrates) and it is a certain way (i.e. wise).

‘Plato loves Socrates’ presents a differentmetaphysical structure: there are two objects

(i.e. Plato and Socrates) and they are related to each other in a certain way (i.e. the for-

mer loves the latter). These sentences are perfectly familiar, and so the structures that

they present count as familiar too. But mightn’t there be other, alien structures that

cannot be presented in familiar terms? I obviously cannot give any intuitive examples

of alien structures, but it is easy to see why you might suspect that they exist. Famil-

iar languages evolved to suit the parochial needs of their speakers, operating in the

limited environments that they found themselves in. It is at least doubtful that such

languages would be capable of presenting absolutely every structure to be found in

the world.

Eklund (2024) has recently developed this line of thought into a book-length de-

fence of alien structure. Or, at very least, he defends the epistemic possibility of alien

structure. It is not really his aim to show that there actually are alien structures, but

he does want to establish that this is a live epistemic possibility.² In that sense, then,

Eklund’s aim is somewhat modest. My aim, by contrast, is quite immodest: I want to

argue that it is not at all a live possibility that any structure is alien.

1 In what follows, I will always mean metaphysical structure by ‘structure’, unless I clearly indicate
otherwise.

2 Eklund is also inclined to think that alien structures are metaphysically possible. However, as he
emphasises, ‘a main aim [of his book] is just to address the coherence of alien structure’ (Eklund 2024:
12), and that is the aim that I will focus on here.
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1 Familiar versus alien languages

In this section, I will make some preliminary comments about the distinction between

familiar and alien languages. Here is how Eklund draws this distinction:

alien languages as I will speak of them are semantically different from familiar languages in

a broadly structural way: they are different with respect to the semantic categories of their

expressions or with respect to modes of composition. (Contrast: languages differing from

familiar ones only in what they have expressions for would not be structurally different.) An

alien language does not merely have, for example, words for things we don’t have words for.

(Eklund 2024: 5)

As this quotation makes plain, Eklund places a lot of weight on the idea of semantic

categories, or, in my preferred terminology, semantic types. Intuitively, two expres-

sions belong to the same type iff they play the same kind of semantic role. It is not

easy to make this intuitive thought precise, but we can at least illustrate it with some

good examples. All names belong to the same type, because they all play the same kind

of semantic role: they all purport to refer to objects. Of course, different names might

purport to refer to different objects, and so in that sense they might have different

semantic roles. But they still have the same kind of semantic role. Sentences, on the

other hand, play an entirely different kind of semantic role from names: names pur-

port to refer to objects, and sentences say that thing are thus-and-so.³ So names and

sentences belong to different types. Following one standard convention, I will use 𝑒

for the type of names, and 𝑡 for the type of sentences.

A language is alien iff it includes alien types of termor alien modes of composition, i.e.

types of term or modes of composition that do not appear in any familiar languages.

But when does a language count as familiar? Eklund is understandably reluctant to

offer anything like necessary and sufficient conditions for familiarity. However, in this

paper, I will operate with the following sufficient condition:

Basic Familiarity: Any language you understand is familiar to you.

Eklund adopts Basic Familiarity as a working assumption, but his official position is

that it is not obviously true. In particular, he takes seriously the thought that En-

glish might not be familiar to English-speakers (Eklund 2024: 6). As he notes, it is a

real possibility that, at some level of linguistic analysis, English might turn out not to

function at all as English-speakers tend to assume. If so, Eklund thinks it might be

reasonable to describe English as unfamiliar.

I want to take Basic Familiaritymore seriously than Eklund. There is undoubtedly

some sense in which English should count as ‘unfamiliar’ in the scenario Eklund de-

scribes. But we are here co-opting the word ‘(un)familiar’ as a term of art, and it is up

to us to restrict its use in ways we think will be theoretically fruitful. And I do think

3 I think that names and sentences provide the clearest example of a difference in type that we could
hope for, but even this example can be challenged. Frege (1893: ğ2), for example, infamously treated
sentences as a variety of name.
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that adopting Basic Familiarity is fruitful. The idea of an ‘alien metaphysical structure’

is philosophically enticing in large part because it suggests that the structure is inac-

cessible to us, at least for now; perhaps we might later enrich our expressive powers

in a way that will allow us to present that structure, but, as things are, that is sim-

ply beyond us. However, even if, deep down, English behaves in unexpected ways,

English-speakers can still use it to present whatever structures it lets them present. So

I will adopt Basic Familiarity as a stipulation to help home in on the sense of ‘familiar’

I think is most interesting.

I will also rely on another assumption about familiarity:

Functional Familiarity: If 𝛼 and 𝛽 are familiar types, then 𝛼 → 𝛽 is also a familiar type.

When 𝛼 and 𝛽 are both types, 𝛼 → 𝛽 is a functional type. In particular, 𝛼 → 𝛽 is the

type of terms that can be applied to a term of type 𝛼 to produce a term of type 𝛽.

Exactly how one term is applied to another varies from language to language, but in

formal languages it is usually just a matter of concatenation: (𝑋 𝛼→𝛽𝑌 𝛼)𝛽 .⁴

Here is a quick argument for Functional Familiarity. Suppose that 𝛼 and 𝛽 are both

familiar. In that case, terms of type 𝛼 → 𝛽 merely map us from one familiar type to

another; we can think of these terms as expressing functions from the values of type-𝛼

terms to the values of type-𝛽 terms. It is hard to see how a language could ever count

as alien merely by including terms like that. Terms of type 𝛼 → 𝛽 do not provide us

with a radically new way of representing the world. They just shuffle us around types

of representation we were already familiar with.

You might not yet be convinced by that quick argument. Imagine a community

who speak a first-order language. The people in this community will be familiar with

a variety of types of term (sentences, names, predicates, quantifiers, and connectives),

but they might be ignorant of the general idea of functional types. Of course, we

can represent their predicates, quantifiers and connectives with functional types. For

example, monadic predicates are type 𝑒 → 𝑡. However, although the people in this

community are familiar with terms that combine with names to produce sentences, it

might not have occurred to them that you can form type 𝛼 → 𝛽 for arbitrary types

𝛼 and 𝛽. For example, they might never have dreamed of forming terms of type

((𝑒 → 𝑡) → 𝑡) → 𝑡, i.e. the type of second-order quantifiers.

This objection is absolutely right, so far as it goes. The general idea of functional

types was hard won, and so we cannot assume that Functional Familiarity holds for all

communities. However, we are familiar with functional typesÐ and if you happened

4 Eklund (2024: 129) briefly considers, but does not endorse, the suggestion that some alien types
are so alien that we cannot form functional types from them. However, his case in favour of this sug-
gestion strikes me as weak. He imagines an alien language with the basic types 𝑓 and 𝑡, rather than 𝑒

and 𝑡. He notes that, if we are allowed to form functional types, we will then get the type 𝑓 → 𝑡. He
then worries that, since this functional type is structurally identical to the familiar type 𝑒 → 𝑡, the dif-
ference between 𝑓 and 𝑒 is a difference in name only. However, the mere fact that we can form a type
which maps 𝑓 to 𝑡 and a type that maps 𝑒 to 𝑡 does not even hint that type-𝑓 terms play the same kind
of semantic role as type-𝑒 terms.
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not to be, you are now Ð and so Functional Familiarity surely holds for us: if 𝛼 and

𝛽 are familiar to us, then 𝛼 → 𝛽 is also familiar to us.⁵ In an effort to keep things

readable, I will tend not to explicitly relativise familiarity to us; but, when context

does not clearly indicate otherwise, that relativisation should be taken as tacit.

That will do for the preliminaries. In the next section, we will shift our focus from

alien languages to alien metaphysical structures, and I will begin making my argument

that there are no alien structures. Before we get going, though, I want to be clear now

that I do not reject the (epistemic) possibility of alien languages. I agree with Eklund

(2024: 74) that it would ‘be a miracle if all possible languages were found among what

we find familiar’. However, I do not think that goes any way toward showing that any

metaphysical structuresmight be alien.

2 The naïve approach

A metaphysical structure is alien iff it can be presented only by an alien language. But

what it is it for a language to present a structure? Eklund actually offers two ways of

approaching the notion of presentation. Both approaches are introduced right at the

start of the book (Eklund 2024: 14ś7), and they are run in parallel all the way to the

end. According to the first approach, presentation is just representation; according

to the second, presentation is perspicuous representation. For now, we will focus on

the former, which we can think of as the naïve approach; we will turn to the latter

sophisticated approach in ğğ4ś6.

Eklund illustrates the naïve approach with this example:

one might suggest that the object/property distinction is presented by familiar languages in

the alethic sense that there are sentences of familiar languages that cannot be true unless there

are both objects and properties. (Eklund 2024: 14)

This example is not quite what we need, because we are after an explanation of what

it is to present a structure, and the example is about presenting a distinction. However,

I think that what Eklund has in mind is clear enough. ‘Socrates is wise’ cannot be

true unless some object (i.e. Socrates) is some way (i.e. wise).⁶ So that sentence cannot

be true unless the some-object-is-some-way structure is exemplified in the world. That

is the sense in which ‘Socrates is wise’ represents, and thus on the naïve approach

presents, that structure.

5 I am here assuming that we understand functional type theories, even when they are not readily
translatable into a natural language like English. This assumption is common among the new wave of
higher-order metaphysicians (see e.g. Fritz and Jones 2024), but I should warn that it is also rejected
by some dissenters (e.g. Hofweber 2022). However, it is noteworthy that Eklund (2024: 14) is happy to
grant that we are familiar with ‘standard’ higher-order logic, by which he presumablymeans functional
type theory.

6 We are obviouslymeant to hold themeaning of ‘Socrates is wise’ fixedwhen evaluating this modal
claim.
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So, according to the naïve approach, a metaphysical structure is familiar if the

truth of some familiar sentence requires that it be exemplified; otherwise, the struc-

ture is alien.⁷ But this approach immediately runs into trouble.⁸ Imagine that you

are confronted by an alien sentence. The terms that build up that sentence might be

alien, but the sentence as a whole is a familiar type of term. (This follows from Basic

Familiarity, along with the fact that you understand languages that include sentences,

i.e. terms of type 𝑡.) In principle, then, you could expand your language by adding a

new atomic sentence letter, e.g. 𝑃, on the stipulation that 𝑃 is to represent the very

same state of affairs as the alien sentence;⁹ this expanded language would still count

as familiar, since it would still deploy only familiar types of term and modes of com-

position. And, given the naïve approach, 𝑃 would present whatever structures were

presented by the alien sentence. So those structures are familiar after all. Moreover,

we could pull the same trick with any alien sentence, and so no structure is alien at

all.¹⁰

Following Eklund (2024: 237), we can call this the piggyback argument against

alien structure.¹¹ You might be tempted to dismiss the piggyback argument out of

hand. It is obviously unsatisfying to suggest that we could present a metaphysical

structure with an unstructured sentence letter! However, it is important to remember

that, for now, we are working with the naïve idea that presentation is representation,

not the sophisticated idea that presentation is perspicuous representation. It might not

be perspicuous, but when a sentence letter is stipulated to represent the same state as

7 Strictly speaking, this definition classifies ineffable structures, i.e. structures that could not be pre-
sented by any language, as ‘alien’ (Eklund 2024: 17 & 234ś41). However, I am sceptical about the very
idea of ineffable structures: what could it be about a structure that would make it resistant to being
presented by any language, even an alien one? At very least, ineffable structures would be their own
special category, with their own special problems, and so I will set them aside for their own special
discussion.

8 Eklund (2024: 14ś5 & 199-200) raises a different worry about his initial gloss on the naïve ap-
proach: imagine a language that included some false sentences that presented a structure in the alethic
sense explained above, but no true ones; Eklund is inclined to deny that such a language would really
present that structure in the sense that matters. Now, personally, I disagree with Eklund here. I would
rather say that the language did present the structure, even though it failed to provide any true ex-
amples of it. However, it is easy enough to accomodate Eklund’s reaction: we just need to say that a
language presents a structure only when the truth of some true sentence requires that the structure be
exemplified.

9 Throughout the paper, I will describe sentences as representing states of affairs(i.e. ways for things
to be). Nothing hangs on this terminology. If you prefer, you can say that sentences express propositions.
(In my own view, there is literally no difference between these twoways of putting things; see Trueman
2021: ch. 14, 2022.)

10 To be clear, I am concerned with what is in principle possible here. There may be practical ob-
stacles to your piggybacking on alien sentences. Perhaps you could not piggyback if you were never
confronted with any alien sentences, or if you could not recognise an alien sentence when you saw one.
(Compare Eklund 2024: 239.) But, for any alien sentence, there could in principle be a familiar language
that included an atomic sentence letter which represented the same state as that alien sentence, even if
it would not be a language we are actually in a position to speak.

11 Eklund does not present the piggyback argument as an objection to the naïve approach to alien
structure, but as an objection to the idea that some states of affairs are ineffable.
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an alien sentence, the naïve approach will imply that it presents whatever structures

the alien sentence presents.¹²

As far as I can tell, there is only one good way of trying to block the piggyback

argument, without abandoning the naïve approach. The argument relies on the as-

sumption that alien ‘sentences’ are sentences in the familiar sense (i.e. terms of type 𝑡);

that is what guarantees that we can piggyback on alien sentences with familiar un-

structured sentence letters. The argument would stop in its tracks if we rejected that

assumption. Of course, alien ‘sentences’ must still be capable of ‘representing’ struc-

tures in some sense, and so there must still be a sense in which they can be ‘true’ or

‘false’. But, according to this reply, these are not the same senses in which familiar

sentences represent structures, are true, or are false.

Now, it is undeniably hard to provide any concrete details about how these senses

might differ, but it is hard to give any concrete details about the inner workings of any

alien language. Moreover, Eklund (2024: ch. 10) offers various strategies for easing

ourselves into the idea that there might be alien languages that ‘represent’ the world

without sentences. So, for the sake of argument, I am happy to grant that this is a

viable reply to the piggyback argument.¹³

However, this reply works only if the semantic values of alien ‘sentences’ are not

admissible values for familiar sentences; otherwise, the piggyback argument could

resume as before. More generally, they cannot be admissible values for any familiar

type of term. To see why, suppose that some familiar term, 𝑎𝛼 , can take the same value

as some alien ‘sentence’. If 𝑎 is not a sentence (i.e. 𝛼 ≠ 𝑡), then we cannot use 𝑎 to make

a statement about how things are Ð we do that with sentences in familiar languages

Ð and so 𝑎 cannot represent anything in the alethic sense. Nonetheless, we could

introduce a new predicate, 𝑇 𝛼→𝑡 , by stipulating that it is to express whatever sense

of ‘truth’ is applicable to the value of the alien sentence we started with. (We might

not be able to say much about what that sense amounts to, but that does not stop us

from picking it out by this description. Indeed, we cannot understand the reply to the

piggyback argument unless we understand that description!) Since 𝛼 and 𝑡 are both

familiar types, Functional Familiarity implies that 𝛼 → 𝑡 is familiar too. So 𝑇𝑎 is a

familiar sentence, which predicates ‘truth’ of the value of 𝑎. Importantly, this is not to

say that𝑇𝑎 has the same value as the original alien ‘sentence’; after all,𝑇𝑎 is a familiar

sentence, not an alien ‘sentence’. However,𝑇𝑎 surely still presents the same structures

as the alien ‘sentence’, in the alethic sense: the truth condition for 𝑇𝑎 is precisely the

‘truth’ condition for the alien ‘sentence’.

12 Eklund (2024: 238) makes this very point in his discussion of ineffable states.
13 Richardson (2026: ğ3) also presents a version of the piggyback argument against the naïve ap-

proach. However, he does not consider the reply that I have just laid out. More generally, Richardson
does not seem to take the idea that alien languages contain alien types of term and/or modes of com-
position as seriously as I think we should. Nonetheless, I should emphasise that I absolutely agree with
the spirit of Richardson’s arguments, even if I disagree with some of the details. (Although I do think
that Richardson slightly misrepresents his conclusion: he sometimes claims to have shown that there
can be no alien languages (e.g. pp. 277 & 286), but his conclusion actually concerns alien structures.) For
discussion of Richardson’s argument against the sophisticated approach, see fn. 36.
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As I mentioned above, I think that distinguishing between familiar and alien ‘sen-

tences’ is the only way to halt the piggyback argument. So, I take the naïve approach

to entail the following principle:

Alien Values: There is an alien structure only if there is something that cannot be the

value of any familiar type of term.

However, as I will argue in the next section, Alien Values also implies that there are no

alien structures. So, in the end, distinguishing between kinds of ‘sentence’ is only away

of delaying the conclusion of the piggyback argument, not of avoiding it altogether.

Before I actually present that argument, though, I should say a little more in de-

fence of my claim that the naïve approach entails Alien Values, since that principle

looks dangerously like something that Eklund explicitly rejects:

When discussing the alien, I should also distinguish between ontology and ideology. Often

when I speak of structure, both alien and familiar, I will speak of ontological categories, and

the categories will be discussed as categories of entities. This talk may encourage thinking

of alien structure simply as a matter of the existence of alien kinds of entities. But how

representations represent the world is not only about what entities these represent the world

as containing, but more generally how they represent the world as being [...]

Taking the distinction between the what and the how into account, we should be open to the

idea that a language might be alien not just in terms of what entities it presents the world as

containing but also in terms of how it presents the world as being. Let us say that ontological

alienness is aliennesswhen it comes towhat kinds of entities there are, and ideological alienness

is alienness when it comes to the kind of way the world is presented as being that goes beyond

differences in what kinds of entities there are. In principle, at least, each kind of alienness can

obtain without the other. (Eklund 2024: 11-2)

On the face of it, Alien Valuesmight appear to be the claim that there cannot be alien

structure unless there is alien ontology. However, that appearance would be mislead-

ing. I intend the idea of the value of a term to be taken in a very broad sense. Roughly,

the value of a term is whatever that term is used to talk about.¹⁴ But I do not want

to assume that every value of every term is an object (i.e. the sort of thing that can be

referred to by a type-𝑒 name), or is in any way object-like. As I mean it, the value of

a constant is whatever that constant refers to/expresses/represents/etc., in whatever

sense is suitable for constants of that type; the admissible values of an (unrestricted)

variable of type-𝛼 are all the things that can be values of constants of type-𝛼. So,

for example, even if you are a nominalist who thinks that the role of a type-𝑒 → 𝑡

predicate is not to refer to an object but to express a condition on objects, you still

14 This use of ‘value’ is standard, but it is not the only standard use. Sometimes, the ‘semantic value’ of
a term is just an entity which somehow encodes the semantic role of that term, regardless of whether
that entity is what the term is used to talk about. In this sense, the semantic value of a predicate,
for example, might well be a set, even if we do not talk about sets when we use predicates. There is
obviously nothing wrong with this way of using ‘semantic value’, but it just isn’t the way I am using it
here.
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should not deny that predicates ‘have values’; you should just say that the value of a

given predicate is the particular condition it expresses, and second-order quantifiers

quantify over conditions-on-objects in general. Of course, you might worry that this

encompassing way of thinking about the values of terms is incoherent, but that is not

something that worries me (Trueman 2013, 2021: ch. 7).¹⁵ More importantly, it is not

something that worries Eklund (2024: 128ś9), either.

So, if ontological commitments are commitments to objects, or even to things that

are sufficiently object-like, then Alien Values does not imply that there can be no alien

structure without alien ontology. Of course, you might prefer to use ‘ontology’ just as

broadly as we are using ‘value’, so that ontological commitments are commitments to

any type of value whatsoever. However, it does not strike me as at all objectionable

to say that alien structure requires alien ‘ontology’ in this broad sense. At very least,

it does not seem to be what Eklund was objecting to.

3 Against the naïve approach

Let’s grant, then, that the naïve approach to alien structures implies Alien Values. Here

is a (semi-)formalisation of the consequent of Alien Values (where you can choose

whatever type you prefer for 𝛼):¹⁶

(1) ∃𝑥𝛼 (𝑥 is not a value of any familiar type of variable).

We can now offer another simple argument against the epistemic possibility of alien

structures. Since we understand (1), Basic Familiarity implies that type-𝛼 terms are

familiar. And in that case, every value of 𝑥 is obviously a value of a variable of familiar

type (namely, 𝑥). So, (1) is false, and, given Alien Values, it follows that there are no

alien structures.¹⁷

This argument against alien structure assumes that we understand (1), and in prin-

ciple you could try to resist it by denying that assumption. But that would just make

15 This way of thinking about the values of terms is sometimes called neutralism. For discussions of
neutralism, see: Prior 1971: ch. 3; Rayo and Yablo 2001; MacBride 2006: 445; Wright 2007. Neutralism
is an important assumption behind much of the recent work in higher-order metaphysics. For a small
sample of that work, see: Williamson 2003, 2013; Krämer 2014; Trueman 2015, 2021, forthcoming(b);
Dorr 2016, 2025; Jones 2018; Skiba 2021; Fritz 2023; Bacon 2024; Fritz and Jones 2024.

16 There are some subtle questions about how to fully formalise (1). The questions are difficult be-
cause we need to establish whether different types of term can ‘have a value’ in the same sense as each
other. (My own view is that they cannot, see Trueman 2021: chs 4 & 5.) Fortunately, though, we do not
need to answer those questions here. However you think they should be answered, the following line
of thought will carry over.

17 You might wonder whether Eklund’s (2024: ch.3) discussion of different approaches to ontolog-
ical categories might help here. (Thanks to an anonymous reviewer for raising this possibility.) It is
important to be clear that it cannot. Eklund’s question at this stage of the book is: how should we di-
vide entities we can quantify over into categories like object, property, etc. However exactly we answer
that taxonomic question Ð which Eklund (2024: 54) himself describes as ‘bookkeeping’ Ð the point
remains that no entity of any category could possibly witness generalisation (1).
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things worse. (1) is a semi-formalisation of the consequent of Alien Values, which we

derived by intelligible means from the naïve approach to alien structure. If we did not

understand (1), then that could only be because we did not understand the naïve ap-

proach in the first place. So, granting that we do in fact understand it, we can conclude

that the naïve approach implies that there are no alien structures.

Eklund himself is aware of this problem. Here is how he expresses it:¹⁸

It is arguably implausible that there are expressions of some other language that refer to some

entities that cannot be referred to at all in any familiar language: note the awkwardness in

the above paragraph of using ‘it’ for something that allegedly cannot be referred to in familiar

language. (Eklund 2024: 21)

There is, though, something peculiar with how Eklund puts things. He takes it to be

merely implausible to say that there are things that cannot be the values of familiar

terms, rather than disastrously self-defeating.

My best guess is that Eklund is being cautious because this style of argument is

well known from the literature on absolute generality, and that literature also pro-

vides a well known response. Here is how the argument goes in the generality debate.

Generality restrictivists claim that no (first-order) quantifier is absolutely general; every

quantifier must be interpreted as quantifying over some restricted domain (i.e. a do-

main that does not include absolutely every object). That applies to the restrictivist’s

own quantifiers, and so they are committed to the claim ‘There is something that I am

not quantifying over’, which we can semi-formalise as:

(2) ∃𝑥𝑒(I am not quantifying over 𝑥).

But they cannot truly assert this sentence: when they assert it, every value of 𝑥 is

trivially something that they are quantifying over.¹⁹

Tomymind, the most promising response to this problem is to gomodal. Restric-

tivism should not be articulated in non-modal terms, as the thesis that every domain

is restricted. Rather, restrictivism is inherently modal: necessarily, for every domain,

there could be an object not included in that domain. That way, restrictivists would

not be committed to (2), but to (2′):

(2′) ♦∃𝑥𝑒(I am not actually quantifying over 𝑥).

Importantly, the ♦ in (2′) does not express a standard circumstantial modality: (2′) is

not a claim about how things would have been in alternative possible circumstances.

Rather, the modality concerns the interpretation of ∃𝑥𝑒. We actually interpret ∃𝑥𝑒

as quantifying over some particular domain, but we could interpret it as quantifying

18 We should note, though, that in this quotation, Eklund is explicitly concerned only with the sug-
gestion that there are things that no familiar term can refer to, not with the more general suggestion
that there are things that no familiar term can take as its value. I will skate over this in the main text,
since Eklund’s point obviously generalises.

19 This objection was forcefully developed by Williamson (2003: ğ5).
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over some other domain. (2′) is true iff we could interpret ∃𝑥𝑒 as quantifying over

something that it does not quantify over on its actual interpretation.²⁰

I do not want to take a stand on whether this reply is ultimately enough to save

generality restrictivism.²¹ What matters here is that it certainly cannot be repurposed

as a response to the argument I just presented against alien structure. To see why,

imagine that we tried to modalise (1) in a way analogous to (2′):

(1′) ♦∃𝑥𝛼 (𝑥 is not a value of any actually familiar variable).

How exactly are we meant to understand the ♦ in (1′)? Presumably, ♦𝜙 should be true

iff there is someway of expanding the range of types available in our language so that 𝜙

comes out true. That way, even if 𝑥𝛼 is unfamiliar, (1′) could still be true. However, the

whole idea of a modal operator like that is confused. If ♦ is a genuine modal operator,

then 𝜙must be used, not merelymentioned, in ♦𝜙. The variable 𝑥𝛼 is therefore used in

(1′), and so, given that we understand (1′), Basic Familiarity implies that 𝛼 is a familiar

type. Thus, (1′) must be false, just like (1).

You might worry that this objection leans too heavily on the idea that the ♦ in

(1′) is a modal operator. Maybe it’s better seen as a metalinguistic operator, so that 𝜙

is mentioned, not used, in ♦𝜙. Presumably, ♦𝜙 would then say that the sentence 𝜙 is

true in some language that expands on the range of types available in our language.²²

We would then be able to understand (1′) even if type-𝛼 were unfamiliar. However,

the point remains that, if 𝑥𝛼 were an unfamiliar type of variable, then we still could

not understand the sentence mentioned after the ♦, i.e. ‘∃𝑥𝛼 (𝑥 is not a value of any

actually familiar variable)’; after all, 𝑥𝛼 is still being used in that sentence. But in that

case, we could not read (1′) as a way of saying anything about the values of any alien

terms; it would merely say that a certain string of symbols is true in some language

that we did not speak. (It would be a bit like telling a monolingual English speaker

that ‘La neige est blanche’ is true in French; that English speaker would not be in a

position to hear you as telling them about the colour of snow.)²³

Of course, it maywell be true that we could learn to speak a language that includes

types that are currently alien to us. If we did, then we could use the new types of

variables to say that there are things that are not values of any of our old variables.

20 For some different implementations of this modal reply, see: Fine 2006; Linnebo 2010, 2018: ch.
3; Studd 2019: ch. 6; Berry 2022.

21 For the record, I suspect that it is not, for the reasons given by Button (forthcoming).
22 If the ♦ in (1′) is now being understood as a metalinguistic operator, then it would be natural to

understand the ‘actually’ in the same way. However, it would then be unclear how to make sense of the
attempt to quantify into its scope. This strikesme as a potentially serious objection to themetalinguistic
proposal, but the one I am about to present in the main text seems more central.

23 What if someonewho spoke an alien language aswell as English assured us that (1′) says something
about the values of alien terms? (Thanks to Chris Jay for asking this question.) The problem is our
understanding what this person could possibly mean. In particular, we will not be able to understand
them unless their phrase ‘the values of alien terms’ is familiar to us. So, if we understand them, then
we know that they are not quantifying over anything that cannot be quantified over in familiar terms.
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But, by (the necessitation of) Basic Familiarity,²⁴ those things would no longer be alien

to us: we could present metaphysical structures involving them just by using the new

variables at our disposal.

Here is one last attempt to get around the problem I have raised for the naïve

approach. What if, instead of (1) or (1′), we tried this?²⁵

(1∗) ∃𝛼∃𝑥𝛼 (𝑥 is not a value of any familiar type of variable).

The answer depends on how we understand the quantifier ∃𝛼. We could read it sub-

stitutionally, so that (1∗) is true iff some substitution instance of (1) is true. However,

if the substitution instances were all drawn from our own language, then (1∗) would

still be false, for exactly the same reason as (1). And if the substitution instances were

drawn from some enriched language that includes more types than our own, then (1∗)

would be in exactly the same boat as (1′). (Whether it would be problematic in the

same way as the modal reading or the metalinguistic reading of (1′) would depend

on your preferred approach to substitutional quantification: if you took (1∗) to be, in

effect, the infinite disjunction of the relevant substitution instances, then (1∗) would

be analogous to the modal reading; if you took (1∗) to be the explicit statement that

at least one of those substitution instances is true, then it would be analogous to the

metalinguistic reading.)

Alternatively, we might try to read ∃𝛼 as a genuine, non-substitutional, quanti-

fier that ranges over types. Now, my own view is that this kind of quantification is

incoherent, when types are understood in the way that I described in ğ1. However, I

do not want to lean too heavily on that conviction here, and it should be noted that

quantification over types is permitted in some type theories (for examples, see Crosilla

2024; Wilhelm forthcoming). More importantly for present purposes, if you under-

stand a language that permits quantification over types, then variables belonging to

any of those types should count as familiar to you. After all, that language allows you

to quantify over the values of those types of variable, as demonstrated by (1∗). So (1∗)

would still be false.

I am not aware of any other replies that show any potential as ways of saving the

naïve approach. As a result, I do not think that we need to share in Eklund’s caution: if

we understand the naïve approach at all, then it surely implies that there are no alien

structures.

24 It seemed needlessly distracting to necessitate Basic Familiarity when I first presented it in ğ1;
however, I take it that the motivation I offered for adopting Basic Familiarity also extends to its neces-
sitation.

25 Thanks to Daniel Berntson for suggesting that I discuss this option.
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4 The sophisticated approach

We turn now to the sophisticated approach to alien structure. Consider the following

pairs of sentences:²⁶

• The number of dinosaurs is zero / There are no dinosaurs.

• Susan is a sibling / Susan shares a parent with someone else.

• Socrates’ death took place / Socrates died.

• Susan instantiates the property of running / Susan runs.

• The average adult has 2.4 children / The number of children divided by the

number of adults equals 2.4.

One reasonable view is that both sentences in each pair represent the same state of

affairs, but only the second sentence represents it perspicuously: in some sense, the

second sentence offers greater insight into the state than the first. According to the

sophisticated approach, there is alien structure iff some state cannot be perspicuously

represented by any familiar sentence: no familiar sentence offers any genuine insight

into that state.

Now, the examples given above are undoubtedly suggestive, but if we really want

to develop the sophisticated approach, then we will need to offer a more systematic

theory of perspicuity. Eklund (2024: ğ1.4) takes a pluralistic approach here. He con-

siders a number of accounts of perspicuity, but does not settle on any one as his official

choice. However, he is at least attracted to the following account, which treats per-

spicuity as a matter of form or structure:

A sentence perspicuously represents reality when the logical form of the sentence corresponds

in the right sort of way to the aspect of reality that it represents [. . . ]

Talk of capturing in the right sort of way is not precise. What does it mean? What sorts of

things settle whether it is łSocrates is wisež or łSocrates instantiates wisdomž that corresponds

in the right sort of way to what both these sentences represent? If one takes there to be such

entities as facts, onemay think that it is the number of constituents of the fact thatmatter. If the

relevant fact only has constituents corresponding to łSocratesž and łiswisež (andwhere the łisž

of predication is understood not as standing for a relation but as having a different function),

the former sentence perspicuously represents the fact. If it has constituents corresponding

to all of łSocratesž, łinstantiatesž, and łwisdomž, it is the latter sentence that perspicuously

represents the fact. (Eklund 2024: 16)

Something like this account of perspicuity has been offered by many philosophers.²⁷

One standard way of filling out the details is to think of sentences as representing

26 Eklund (2024: 15) credits Rayo (2013: 3) for the first four examples; the final pair appears often
in discussions of perspicuity.

27 Eklund cites Hawthorne and Cortens (1995: 154ś6) and J. S. Russell (2018: 566ś8); however,
while they sympathetically discuss this account of perspicuity, none of these authors quite accepts it
outright. For some more sympathetic discussions of this account, see: B. Russell 1918; Fine 2001: 25;
Rubenstein 2024: 1112ś3, forthcoming: 6; Jones forthcoming: ğ4.2.
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structured states of affairs: every state has a unique structure, and a sentence is per-

spicuous iff the syntactically simple constituentsmatch upwith the constituents in the

corresponding state. However, the idea that states have unique structures faces well

known formal difficulties,²⁸ and so it is important to emphasise that this account of

perspicuity can be developed without it. As Jones (forthcoming: ğ4.2) has recently ex-

plained, it is enough to assume that every state of affairs has ametaphysically privileged

decomposition: even if states can be decomposed in all sorts of ad hoc and gruesome

ways, it might still be that a select few (or even just one) of the decompositions are

somehow chosen by the world, perhaps because they best capture the ‘underlying na-

ture’ of the state (Jones forthcoming: 20).²⁹

With Jones’s point in mind, we can offer the following:³⁰

Structural Perspicuity: A sentence is perspicuous iff:

(i) it is transparent (i.e. the state represented by the sentence is a function of

the values of its syntactically simple constituents); and

(ii) there is a privileged decomposition of the state represented by the sen-

tence such that

(a) the value of each syntactically simple constituent of the sentence is a

constituent of the state on that privileged decomposition, and

(b) each constituent of the state on that privileged decomposition is the

value of some syntactically simple constituent of the sentence.

Clause (i) is there to ensure that the sentence genuinely presents the values of its simple

constituents as being arranged in a metaphysical structure:³¹ if a sentence is non-

transparent, then what it says is not determined purely by composing the values of

its simple constituents; it is determined, at least in part, by how we represent those

values.³² Clause (ii) then captures the idea that the values of the simple constituents

28 It is obviously inconsistentwith the standard higher-order principle 𝛽-Conversion; less obviously,
the Russell-Myhill paradox also reveals that it is inconsistent with a weaker principle, Extensional 𝛽-
Equivalence. See Trueman forthcoming(b) for a philosophical justification of 𝛽-Conversion, and Fritz
2023: ğ3.2 for an exceptionally clear formulation of the Russell-Myhill paradox.

29 Jones assumes that every state has a unique maximally privileged decomposition, but I do not
need to make that assumption here. (I am sceptical about the idea that states have any privileged de-
compositions, but I will set that scepticism aside for now.)

30 Structural Perspicuity defines a non-scalar notion of perspicuity: a sentence is either perspicuous
or not; one sentence cannot be more perspicuous than another. It might be helpful, then, to think of
it as defining maximal perspicuity. We should note, though, that structurally different sentences could
still represent the same state of affairs maximally perspicuously, since that state could have multiple
privileged decompositions.

31 Importantly, assuming that a sentence is transparent is not the same as assuming that the sentence
itself deploys functional application as a mode of composition, in the sense of applying the value of one
term to the value of another. As Eklund (2024: 63ś4) emphasises, we have no reason to think that all
(complex) alien sentences are composed by functional application. (Thanks to an anonymous reviewer
for urging me to be clear on this point.)

32 You might worry that, if a sentence cannot present a structure unless it was formed by a trans-
parent mode of composition, then generalisations like ∀𝑥𝑅𝑎𝑥 cannot present structures, since there
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of a perspicuous sentence are exactly the constituents of the corresponding state of

affairs, on some privileged decomposition.

Beforemoving on, though, I should also note that this account of perspicuity could

easily be generalised. Following Eklund, I have taken sentences to be the sorts of things

that can be structurally perspicuous. However, Structural Perspicuity could be gen-

eralised to cover any type of term whatsoever. This is worth noting because, as I

mentioned in ğ2, Eklund (2024: ch. 10) is open to the possibility of alien languages

that somehow present metaphysical structures, but not via sentences in the familiar

sense. Still, to keep things from getting even more complex than they already have to

be, I will stick with sentences for now, and leave the generalisation to any interested

reader.³³

5 Against the sophisticated approach

My aim in this section is to argue that, if we adopt Structural Perspicuity, then the

sophisticated approach to alien structure is no better than the naïve approach: it also

entails Alien Values, and thus also implies that there are no alien structures.

To show this, let †(𝑎𝛼
1
, 𝑏

𝛽
1
) be a perspicuous sentence in an alien language; 𝑎1 and 𝑏1

are the only simple constituents in the sentence, and † is some mode of composition

available in the alien language.³⁴ Also suppose that the value of 𝑎𝛼
1
can be the value of

some familiar type of term, 𝑎𝛼
′

2
, and the value of 𝑏

𝛽
1
can be the value of some familiar

type of term, 𝑏
𝛽′

2
.³⁵

is a notorious result that the value of ∀𝑥𝑅𝑎𝑥 is not a function of the values of its simple constituents
(in the sense of ‘value’ employed here). However, that result depends on a particular definition of the
constituents of∀𝑥𝑅𝑎𝑥. For an alternative definition that avoids this result, see Trueman forthcoming(a).

Similarly, you might worry that this transparency requirement will prevent grounding-claims (e.g.
‘𝑃 grounds 𝑃∨𝑄’) from presenting structures. However, while it is standard to assume that grounding
is hyper-intensional, it is much less common to assume that it is non-transparent. (We can combine
transparency with hyper-intensionality so long as we are willing to individuate states of affairs more
finely than by necessary equivalence. See Rosen 2010: 124ś6.) If grounding-claims turned out to be
non-transparent, I do not think it would be at all unreasonable to deny that they present metaphysical
structures in the sense at play here.

33 Here is one detail worth highlighting. Suppose that★(𝑎, 𝑏) is a perspicuous term of some familiar
type 𝛼 ≠ 𝑡, and that it has the same value as some alien ‘sentence’. Since ★(𝑎, 𝑏) is not a sentence, we
will need to introduce a new term, 𝑇 𝛼→𝑡 , to predicate the appropriate notion of ‘truth’ to its value,
just as we did in ğ2. Crucially, though, there is no reason to assume that the sentence 𝑇 (★(𝑎, 𝑏)) will
also perspicuously represent the value of the original alien ‘sentence’. Nonetheless, familiar language
still has the means to perspicuously pick out the value of the alien ‘sentence’ with ★(𝑎, 𝑏), and then
predicate ‘truth’ of that value with 𝑇 . This is surely enough to classify the structure presented by the
alien ‘sentence’ as familiar on the sophisticated approach.

34 † may be basic or derived, in the sense that †(𝑎1, 𝑏1) is the result of applying other basic modes
of composition in some particular order.

35 Elsewhere, I have argued that, if the value of 𝑎𝛼
1
can also be the value of 𝑎𝛼

′

2
, then it must be that

𝛼 = 𝛼′ (Trueman 2021: esp. ch. 5). However, I will not help myself to this assumption here.
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We can use 𝑎2 and 𝑏2 to construct a familiar sentence that also perspicuously repre-

sents the very same state of affairs as †(𝑎1, 𝑏1).³⁶ The first step is to construct a familiar

sentence that represents the same state as †(𝑎1, 𝑏1), without loss of any structure. The

key to pulling off this trick is to note that, by Functional Familiarity, 𝛼′ → (𝛽′ → 𝑡) is

a familiar type.³⁷ We could, then, introduce a familiar type of term, 𝑅𝛼′→(𝛽′→𝑡) , on the

stipulation that 𝑅𝑥𝛼
′

2
𝑦
𝛽′

2
is to have the same value as †(𝑥𝛼

1
, 𝑦

𝛽
1
), whenever 𝑥2 has the

same value as 𝑥1, and 𝑦2 has the same value as 𝑦1.³⁸ (𝑅 is well-defined because, by hy-

pothesis, †(𝑎1, 𝑏1) is perspicuous and thus transparent.) 𝑅𝑎2𝑏2 will then be a familiar

sentence that represent the very same state as †(𝑎1, 𝑏1).

It is obvious that 𝑅𝑎2𝑏2 must satisfy clause (iib), since †(𝑎1, 𝑏1) is assumed to be

perspicuous, and each simple constituent in †(𝑎1, 𝑏1) corresponds to a simple con-

stituent with the same value in 𝑅𝑎2𝑏2. That is the sense in which we have not lost any

of the alien sentence’s structure. Unfortunately, however, we have no guarantee that it

will satisfy clause (iia): we have introduced a new simple constituent, 𝑅, not present in

the perspicuous sentence †(𝑎1, 𝑏1). In that sense, we have introduced excess structure

into our familiar sentence.

But this obstacle is easily overcome. Once you are familiar with a particular func-

tional term, it is easy to introduce a correspondingmode of composition. For example,

suppose you are familiar with a term,𝑈 𝑒→(𝑒→𝑡) , that expresses the is underneath rela-

tion. If youwished, it would then be easy to introduce a newmode of composition, 𝑦
𝑒

𝑥𝑒
,

on the stipulation that 𝑦𝑒

𝑥𝑒
is always to represent the same state as 𝑈𝑥𝑒 𝑦𝑒. This mode

of composition may not have been present in your original language, but it would be

wildly implausible to suggest that adding it would result in an alien language: all it lets

us do is express a familiar relation between familiar objects with one less term! (Ek-

lund (2024: 81ś2) makes similar remarks about Sellars’s (1962) imaginary language

Jumblese.)

In just the same way, we could introduce a new mode of composition, †′, on the

stipulation that †′(𝑥𝛼
′
, 𝑦𝛽

′
) is always to represent the same state as 𝑅𝑥𝛼

′
𝑦𝛽

′
. It is

impossible to see why 𝑅𝑎2𝑏2 should count as familiar but †′(𝑎2, 𝑏2) shouldn’t. So

†′(𝑎2, 𝑏2) is a familiar sentence that satisfies every clause of Structural Perspicuity:

the simple constituents of †′(𝑎2, 𝑏2) have exactly the same values as the simple con-

stituents of the perspicuous alien sentence †(𝑎1, 𝑏1), and it is obvious by its construc-

tion that †′(𝑎2, 𝑏2) must be transparent if †(𝑎1, 𝑏1) is.³⁹

36 Richardson (2026: ğ5) suggests that we could introduce a familiar term simply by stipulating that
it is to perspicuously represent the same thing as some alien term. However, as Richardson (2026: 286)
acknowledges, this is not obviously the sort of thing that you can stipulate. By contrast, I will show
how to construct a familiar sentence that demonstrably satisfies the clauses of Structural Perspicuity.

37 I am here adopting the standard Currying-method to transform polyadic functions into monadic
functions. So 𝛼′ → (𝛽′ → 𝑡) stands-in for dyadic functions from 𝛼′ and 𝛽′ to 𝑡.

38 It does not matter what value 𝑅𝑥2 𝑦2 has when these conditions are not met. One natural option
would just be to leave it undefined; another would be to let it be some canonical contradiction.

39 Although this argument shows that †′ (𝑎2, 𝑏2) satisfies every clause of Structural Perspicuity, it does
not follow that any other sentence of the same form also satisfies these clauses. This might suggest a
possible response to my argument: perhaps we should say that a sentence is perspicuous iff every sen-
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This argument is painfully abstract, and so it would be helpful to give an exam-

ple. Unfortunately, however, I obviously cannot give any examples of alien sentences

(let alone perspicuous ones). Nonetheless, we can consider an example involving only

familiar types of terms that still illustrates the process described above. Let’s suppose

that 𝐹𝑒→𝑡𝑎𝑒 is perspicuous. So there is a privileged decomposition of the state of affairs

represented by 𝐹𝑎 that splits it up into a property, an object, and nothing else. On this

privileged decomposition, the property attaches directly to the object, without any

additional glue to hold them together.

Now imagine that the predicate 𝐹 has the same value as the name 𝑓 𝑒; you might

think of 𝐹 as the formal counterpart of the verb phrase ‘is wise’, and 𝑓 as the coun-

terpart of the noun phrase ‘wisdom’. (In my opinion, this is all a terrible mistake, but

let’s not worry about that now.) My claim is that, if 𝐹𝑎 is perspicuous, then we can

perspicuously represent the very same state using 𝑓 instead of 𝐹. Now, we cannot just

substitute 𝑓 for 𝐹. 𝐹𝑎 was formed by applying the predicate 𝐹 to the name 𝑎, and the

rules of application will not allow us to apply one name to another. But we can always

introduce a newpredicate, 𝐼 𝑒→(𝑒→𝑡) for instantiation, and stipulate that 𝐼𝑥𝑒 𝑦𝑒 is to have

the same value as 𝑌 𝑒→𝑡𝑥𝑒 whenever 𝑦 has the same value as 𝑌 . Now 𝐼𝑎𝑓 will repre-

sent the very same state as 𝐹𝑎. Of course, this sentence may not yet be perspicuous:

we have introduced a new simple constituent, 𝐼 , but, on the privileged decomposition

we started with, 𝐹 directly attaches to 𝑎, without any intermediary. However, once

we have the term 𝐼 available to us, there is nothing to stop us from introducing a

new mode of composition with the following stipulation: 𝑥𝑒 𝑦𝑒 is always to have the

same value as 𝐼𝑥𝑒 𝑦𝑒. This newmode of composition determines which state 𝑎𝑓 repre-

sents from the values of 𝑎 and 𝑓 , just as ordinary predication determines which state

𝐹𝑎 represents from those same values. So, by Structural Perspicuity, 𝑎𝑓 perspicuously

represents the same state as 𝐹𝑎.

Setting this example aside, the main point is that the argument laid out in this sec-

tion can be generalised to show that Structural Perspicuity implies the following: if the

values of alien terms can always be taken as the values of familiar terms, then any state

perspicously represented by an alien sentence can also be perspicously represented by

a familiar sentence.⁴⁰ So, if we combine Structural Perspicuity with the sophisticated

tence formed via the same mode of composition satisfies the clauses of Structural Perspicuity? (Thanks
to Nick Jones for proposing this reply.) However, there are two objections to this proposal. First, it
is not obviously well motivated. If our aim is to figure out whether the syntactic structure of a given
sentence matches up in the right way with a privileged decomposition of the state it represents, why
should we look at the structural relationships between different sentences and the states they repre-
sent? Second, adopting this proposal would have unhappy consequences elsewhere. Suppose that the
sentence 𝑅𝑎𝑏 satisfies the clauses of Structural Perspicuity. It follows that 𝐹𝑎 cannot also satisfy those
clauses when 𝐹 expresses the property bears 𝑅 to b (i.e. 𝜆𝑥.𝑅𝑥𝑏). The proposal under consideration
then implies that no sentence of the same form as 𝐹𝑎 can be perspicuous. But, surely, the fact that some
dyadic predication is perspicuous should not imply that no monadic predication is!

40 In order to generalise the argument, we must assume that no alien sentence is longer than every
familiar sentence. In particular, if all familiar sentences must be finitely long, then somust all alien sen-
tences. On the other hand, if we do permit infinitely long familiar sentences, thenwe need to generalise
Functional Familiarity to cover functional terms that take infinitely many inputs.
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approach to alien structure, we are led back again to Alien Values. But we have already

seen that Alien Values implies that there are no alien structures. (Or at least it does if

we grant that we understand Alien Values in the first place, and things would only get

worse for the sophisticated approach if we denied that.)

6 Other notions of perspicuity?

The argument that I just presented relied on a particular account of perspicuity,

namely Structural Perspicuity. Oneway for Eklund to respond, then, would be to reject

that account. And, in fact, Eklund does consider two other accounts of perspicuity.

It is not uncommon for philosophers to complain that the surface form of some

sentence obscures its logical form. (Consider, for example, sentences like ‘Nobody

loves everybody’.) One way for a sentence to be ‘perspicuous’ is for its surface form

not to be misleading in this way; in Eklund’s (2024: 17) terminology, a sentence that

is ‘perspicuous’ in this sense displays its logical form. I do not doubt that this notion

of perspicuity has an important role to play in philosophy. However, it is much less

clear that it has any role to play in discussions of alien metaphysical structures. How a

sentence represents reality is determined by its logical form. So two sentences could

represent reality in exactly the sameway, even if only one of those sentences displayed

its logical form; the difference between these sentences would only concern the ease

with which we could discern the way that each represented reality. Moreover, this

seems to be Eklund’s (2024: 17) own view too: he largely sets this variety of perspicuity

aside, on the grounds that, ‘if all sentences have familiar logical forms, there will be

no alien logical forms for sentences to display’.

So now let’s consider Eklund’s other other account of perspicuity, which he

sketches as follows:

[Structural Perspicuity], even assuming it is helpful as far as it goes, makes perspicuous repre-

sentation strictly a matter of logical form. At the risk of complicating things, I want to allow

for the possibility that representations with the same form, in any natural sense of ‘form’,

can differ in how perspicuously they represent reality. For example [. . .] if there are different

wordśworld semantic relations (different reference-like relations), then maybe two true sen-

tences ‘𝐹 (𝑎)’ and ‘𝐺(𝑏)’ can be such that ‘𝐹 ’ and ‘𝐺’ have the same worldly correlate and so

do ‘𝑎’ and ‘𝑏’, but because the expressions stand in different reference-like relations to their

correlates, one sentence more perspicuously represents the world than the other does. I am

not saying that I commit myself to this being so; all I want to do is to leave the possibility open.

(Eklund 2024: 16ś7)

One thing that makes this passage difficult to square with the rest of Eklund’s book

is that, elsewhere, he is at pains to emphasise that alien languages are structurally dif-

ferent from familiar languages. So, if some alien sentence perspicuously represents a

state of affairs that no familiar sentence can perspicuously represent, then shouldn’t

that be because of the alien sentence’s unfamiliar logical form? However, this might
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just go to show that, for Eklund, the ‘logical form’ of a sentence is not straightfor-

wardly determined by the types (or ‘semantic categories’) of its constituents. For ex-

ample, Eklund (2024: ch. 4) discusses the idea that there might be alien counterparts

to names that do not refer, but do still do something very similar, namely refer∗. He

seems happy to say that these alien terms would not count as names (type 𝑒), since

they would play a different kind of semantic role, but they would still get to count

as names∗ (type 𝑒∗), since their role would be so similar to that of real names. Per-

haps Eklund is then willing to say that 𝐹𝑒→𝑡 (𝑎𝑒) would have the same ‘logical form’ as

𝐺𝑒∗→𝑡 (𝑏𝑒
∗
), despite the differences in type.

My first real concern with this conception of perspicuity is just that it is not yet

well developed. As Eklund (2024: 107ś9) is the first to admit, it is not at all clear

whether there are any terms that play a semantic role very similar to, but still different

from, names.⁴¹ But, more importantly, this conception of perspicuity does not seem

like a good fit for the sophisticated approach to alien structure.

We started ğ4 with this intuitive thought: a perspicuous sentence should offer

some insight into the state of affairs that it represents. That intuitive gloss might not

be appropriate for all conceptions of perspicuity, but it seems correct for the concep-

tion involved in the sophisticated approach. But how might a perspicuous sentence

provide this insight? The obvious idea is that the sentence behaves as a model of the

state.⁴² We should be able to read-off important properties of a state from the prop-

erties of a sentence that perspicuously represents it. (Of course, we might not know

which sentences are perspicuous, but we can at least explore what would follow if

one sentence or another were perspicuous. In other words, we can consider different

hypotheses about which sentences are the best models for which states.)

However, the whole idea that a perspicuous sentence is a model of a state seems

intimately connected with a structural approach to perspicuity. For a sentence to

be a model of a state (in the relevant sense), the simple syntactic constituents of the

sentence must go proxy for constituents of the state, and so each of the former must

stand in some reference-like relation to one of the latter. But it does not seem to

matter which reference-like relation it is (assuming that any of the constituents of the

state could be ‘referred to’ in more than one sense in the first place). After all, what we

are trying to model is the state represented by the sentence, not anything to do with

the representing relation itself.

I do notwant to pretend that any of this establishes, once and for all, that Structural

Perspicuity is the only way of spelling out the notion of perspicuity involved in the

sophisticated approach to alien structure. However, I do think it is enough to push the

41 I think that names and predicates both ‘refer’, but do so in completely different senses from each
other (Trueman 2021: chs 2ś6). However, I think that these senses are completely different; more than
that, they are incommensurable. As a result, I would never suggest that a name and a predicate might
each refer in their own way to the same thing, and nor would I say that 𝐹𝑒→𝑡 (𝑎𝑒) has the same logical
form as 𝐺 (𝑒→𝑡)→𝑡 (𝑏𝑒→𝑡).

42 In other words, something like the Tractarian picture theory should hold for perspicuous sen-
tences, even if it does not hold for sentences in general.
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onus back onto Eklund here. If the epistemic possibility of alien structure ultimately

rests on a novel conception of perspicuity, then muchmore needs to be said about the

viability of that conception. In the meantime, it seems we have good reason to remain

sceptical about that possibility.

7 Conclusion

Let’s suppose that I am right: insofar as we understand the hypothesis that there are

alien structures, we know that it cannot be true. It is important to emphasise that this

is only a conclusion about alien structures, not alien languages. Nothing I have said

has gone any way toward suggesting that there cannot be alien languages, or that we

cannot truthfully say that there are.

The reason for this difference is that the terms in alien languages can all just be

objects (i.e. the sorts of things that we can quantify over with first-order quantifiers),

just like the terms in familiar languages.⁴³ So there need be no difficulty in quantifying

over alien terms in a familiar language. Nor need there be any difficulty in applying

familiar relations to alien terms. In particular, then, we can say that there are terms

that play different kinds of semantic roles from any familiar terms. In other words, we

can say that there are alien types of term, and thus that there are alien languages.

Nonetheless, the point remains that we cannot say that alien terms take different

values from familiar terms. There is a sense, then, in which there is a principled limit

on the resolution of our talk about alien languages. We can make the low-resolution

claim that alien terms play different semantic roles from familiar terms, but we cannot

make high-resolution claims about what that difference consists in.

This limit leaves us in a slightly odd position. Imagine that we actually meet a

community of aliens, speaking an alien language. Even though we cannot understand

their language, it might still be obvious to us that they really are speaking a language.

We can imagine, for example, that these aliens are far more technologically advanced

than us, and that their remarkable innovations always follow complex and lengthy

exchanges in their language. It would perhaps be natural for us to conclude that the

aliens’ technological advantage is a direct product of the fact that they use an alien lan-

guage rather than a familiar one. But, for all that, we would still know that we would

end up saying something false if we tried to say that alien structures are presented by

the alien language. (This limit matters; for example, it means that there cannot be a

project of accommodating alien structures in our metaphysical theorising of the sort

envisioned by Eklund (2024: ch. 2).)

I think it is helpful to compare this conclusion with Putnam’s (1981: ch. 1)

(in)famous refutation of brain-in-a-vat scepticism. According to Putnam, a brain in a

vat would be so expressively impoverished by its circumstances that it could not even

express the thought that it is a brain in a vat. (Or, at least, it could not if it had never

43 Some Fregeans have suggested that predicates should not be thought of as objects (e.g. Geach
1953: 410, 1976: 59ś60). However, see Oliver (2010) for a response.
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interacted with anyone or anything outside of the vat.) Since you can express that

thought, you can infer that you are not a brain in a vat. Of course, this is not to deny

that you might undergo a remarkable experience tomorrow which, on long enough

reflection, you might describe truly by saying, ‘I was once a brain trapped in a vat, but

then I was freed and brought out into the real world’. However that string of words

would have a meaning for you in those circumstances that they cannot have for you

now.

Similarly, if you learned an alien language tomorrow, youmight truthfully declare,

‘This language allows me to present structures that I couldn’t present before’. But that

string of words would have a meaning for you thenÐ expressed using the alien types

of terms Ð that it cannot have for you now.

One of the reasons that I think this comparison is helpful is that it hints at some-

thing important about the status of type theory in philosophy. More and more meta-

physicians are theorising in type-theoretic terms, and this is sometimes presented as

an exciting new development in the field. But when metaphysicians theorise about

type theory, they tend to approach it in the same, broadly abductive way that they

approach other topics in metaphysics. Different type theories are presented as differ-

ent hypotheses about how reality is structured, and we are encouraged to choose our

preferred type theory on the basis of a cost-benefit analysis.⁴⁴ However, questions

about which types are available to us are so fundamental to our expressive powers

that we might suspect that they do not belong to the ordinary domain of abductive

metaphysics. Like brain-in-a-vat scepticism, it may be that they belong in the realm

of transcendental considerations. But, for now, I will just leave that as suggestive spec-

ulation, to be pursued some other time.⁴⁵
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